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Review Dynamics and Their Impact on Software Quality
Patanamon Thongtanunam, Member, IEEE, and Ahmed E. Hassan, Member, IEEE
Abstract—Code review is a crucial activity for ensuring the quality of software products. Unlike the traditional code review process of the
past where reviewers independently examine software artifacts, contemporary code review processes allow teams to collaboratively
examine and discuss proposed patches. While the visibility of reviewing activities including review discussions in a contemporary
code review tends to increase developer collaboration and openness, little is known whether such visible information influences the
evaluation decision of a reviewer or not (i.e., knowing others’ feedback about the patch before providing ones own feedback). Therefore,
in this work, we set out to investigate the review dynamics, i.e., a practice of providing a vote to accept a proposed patch, in a code
review process. To do so, we first characterize the review dynamics by examining the relationship between the evaluation decision of
a reviewer and the visible information about a patch under review (e.g., comments and votes that are provided by prior co-reviewers).
We then investigate the association between the characterized review dynamics and the defect-proneness of a patch. Through a case
study of 83,750 patches of the OpenStack and Qt projects, we observe that the amount of feedback (either votes and comments of
prior reviewers) and the co-working frequency of a reviewer with the patch author are highly associated with the likelihood that the
reviewer will provide a positive vote to accept a proposed patch. Furthermore, we find that the proportion of reviewers who provided
a vote consistent with prior reviewers is significantly associated with the defect-proneness of a patch. However, the associations of
these review dynamics are not as strong as the confounding factors (i.e., patch characteristics and overall reviewing activities). Our
observations shed light on the implicit influence of the visible information about a patch under review on the evaluation decision of a
reviewer. Our findings suggest that the code reviewing policies that are mindful of these practices may help teams improve code review
effectiveness. Nonetheless, such review dynamics should not be too concerning in terms of software quality.
Index Terms—Code review, Collaboration, Human Aspects, Software Quality, Peer Review, Biases
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I NTRODUCTION

Code review is one of the important quality practices
in a software development process. Broadly speaking,
a proposed patch (i.e., a set of code changes) must be
examined and critiqued by team members other than
the patch author before their integration into the main
software repository. The main goal of code reviews is
to improve the overall quality of a patch [4]. Recent
work shows that active and rigorous code reviews can
improve the quality of system design [48] and decrease
the number of post-release defects [5, 45, 63, 72].
Unlike the traditional code review process of the past
where reviewers independently examined software artifacts [2, 22], contemporary code review processes often provide a transparent environment with convenient
access to reviewer feedback (e.g., comments) in order
to enhance active and timely collaboration [4, 17, 56].
Developers in GitHub projects also perceive that such a
transparent code review process allows the evaluation
decision (i.e., whether or not a new patch should be
accepted) to become more democratic [42].
On the other hand, code reviewing is performed by
humans who may have subconscious biases that influence their objective evaluation [25]. Prior studies point
out that visible information other than the technical
content like reviewing discussion may also influence the
evaluation decision of code reviews [13, 79, 80]. Tsay et
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al. observe that core members sometimes use feedback and discussions of other team members to decide
whether or not a patch should be accepted [80]. A survey
study by Bosu et al. reports that the relationship between
a patch author and a reviewer often affects the decision
of accepting a review request of the reviewer [13]. A
recent study demonstrates that OpenStack developers
are starting to perceive unfairness in code reviews [24].
Moreover, Mozilla has recently started an experiment to
reduce the gender bias in code reviews [41]. Such biases
may potentially affect the long term success of a project.
Several intrinsic biases such as cognitive particularism [78], favouritism for the famliar [53], and peer
bias [23] were also identified and discussed in the context
of peer reviews for grant proposals. Reviewing rules
and approaches were developed in order to mitigate
biases [37]. Other reviewing processes like the review of
academic publications use anonymization (e.g., doubleblind reviews) to achieve effective reviews [25, 62, 66,
77]. Yet, little is known whether or not such practices
should also be applied to the code review process.
In this study, we perform an empirical study to examine review dynamics (i.e., the practices of making an
evaluation decision for a code patch) and their association with the defect-proneness of a patch. In particular,
we perform a two-fold analysis to characterize review
dynamics (Analysis 1) and investigate the impact of
the characterized review dynamics on software quality
(Analysis 2). Through a case study of 83,750 patches
that spread across the OpenStack and Qt open source
projects, we make the following observations.
Analysis 1: Characterizing Review Dynamics. To
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operationalize review dynamics, we investigate the signals of visible information about a patch under review
that are associated with the evaluation decision of a
reviewer (e.g., whether to vote positively or negatively
for a patch). To capture visible information about a patch
under review, we use eight metrics that are grouped into
three dimensions: (1) feedback during the review (e.g.,
the prior votes of co-reviewers), (2) status (e.g., whether
a co-reviewer is a project core member), and (3) relationship (e.g., the co-working frequency of reviewers).
We then use a mixed-effects logistic regression model
to estimate the association between these metrics and a
positive vote to accept a patch of a reviewer.
Findings: While controlling for several patch characteristics (e.g., patch size) that are known to influence the
evaluation decision [26, 32], we find that our newly
proposed metrics are associated with the evaluation
decision of a reviewer. In particular, our results show
that the proportion of positive votes and comments that
are provided by prior reviewers are significantly associated with the likelihood that a reviewer will provide
a positive vote to accept the patch. We also find that
the co-working frequencies with the patch authors are
associated with the evaluation decision of a reviewer.
Analysis 2: Investigating the Impact of Review Dynamics on Software Quality. Based on the findings
of Analysis 1, we formulate six hypotheses that are
related to software quality. For example, we hypothesize
that an accepted patch where each of its reviewers
provided a positive vote consistent with prior reviewers
is more likely to be defective in the future. To test our
hypotheses, we define six metrics that are related to the
findings of Analysis 1. We then build and examine defect
models, i.e., the logistic regression models that estimate
the likelihood of a patch inducing fixes.
Findings: While our defect models control for several
confounding factors that are known to have an impact on software quality [43], we find that the defectproneness of a patch is associated with the proportion of
reviewers who provided a positive vote consistent with
prior reviewers and the proportion of reviewers who
have a strong relationship with either the patch author
or co-reviewers of that patch in OpenStack. Yet, the
associations of review dynamics with defect-proneness
are not as strong as the patch characteristics and overall
reviewing activities.
Our findings shed light on the implicit influence that
the visible information in contemporary code review
processes may have on the evaluation decision of a
reviewer. Such review practices have a relatively small
impact on software quality. These findings suggest that
the code reviewing policies that are mindful of these
practices may help teams improve code review effectiveness. However, teams should not be too concerned about
the influence of the visible information on software
quality. To facilitate future replication of our study, a
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replication package of our work is available online.1
1.1 Novelty Statement
This paper is the first to present:
(1) An analysis of the visible information about a patch
under review and the evaluation decision of a patch.
(2) An analysis of the association between such visible
information and the defect-proneness of a patch.
1.2 Paper organization
Section 2 provides a background and a motivation for
our work. Section 3 describes the design of our case
study. Section 4 presents a preliminary analysis of review
dynamics. Sections 5 and 6 present the results of our
analyses. Section 7 discusses a broader implication of
our results. Section 8 discusses possible threats. Finally,
Section 9 draws conclusions.

2

BACKGROUND & M OTIVATION

In this section, we overview contemporary code review
processes and motivate our work based on manual
observations and related work.
2.1 Contemporary Code Review Processes
Code reviews have been widely used in open source
and industrial software projects [6, 15, 32, 58–60]. One
of the main motivations for using code reviews is to
improve the quality of new patches [4, 13, 59]. Several
prior studies show that code reviews impact software
quality [5, 45, 63, 72].
In recent years, code review practices have converged
to contemporary code reviews which are supported by
code review tools [56]. Typically, a code review tool (e.g.,
Gerrit2 , ReviewBoard3 , and Phabricator4 ) is a web-based
application that tightly integrates with Version Control
Systems (VCSs, e.g., Git). Broadly speaking, the code
review process consists of four main steps:
1. The patch author uploads a new patch to the code
review tool.
2. Reviewers evaluate the proposed patch and provide
feedback. The feedback can be either a review comment or a vote. A positive vote indicates that the patch
can be integrated into the upstream VCS, while a
negative vote indicates that the patch is not ready for
integration.
3. The patch author revises the patch to address the
review feedback and uploads a new revision to the
code review tool.
4. The review process is repeated until reviewers provide sufficient positive votes indicating that the patch
is of sufficient quality to be integrated (i.e., a vote
score of +2).5
1. https://github.com/SAILResearch/replication review-dynamics
2. https://www.gerritcodereview.com/
3. https://www.reviewboard.org/
4. http://phabricator.org/
5. https://wiki.qt.io/Qt Contribution Guidelines and https://docs.
openstack.org/infra/manual/developers.html#code-review
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2.2 A Transparent Environment of Code Reviews
To enable a collaborative code review process, a code
review tool often provides transparency in the form of
visibility to others’ activities on shared artifacts [17, 52,
60, 79]. For example, one can read others’ patches and
code reviews to learn about other parts of the system
without writing code [4]. One also can perceive others’
expertise through their visible history of code commits [17]. Developers at Google note that team awareness
is one of the motivations of using such transparent code
reviews [60].
Unlike traditional code inspections where reviewers
have face-to-face meetings [22], contemporary code reviews are performed through a virtual workspace (i.e.,
the online code review tool). Such a virtual communication and decision making may have an impact on
the effectiveness of code reviews [19, 46, 54]. Moreover,
based on conventional wisdom, a new patch should
be evaluated solely based on technical merits [61]. For
example, recent studies observe that in a transparent
environment of code reviews, visible information about
the author of a patch can affect the evaluation decision [11, 79]. Hence, it is possible that the visible information about co-reviewers may affect the evaluation
decision. Below, we discuss possible information that
may affect the evaluation decision of a patch based on
our manual observations and published literature.
2.2.1 Manual Observations
We randomly select 20 patches from the OpenStack
project and manually examine their review discussions.
Through our manual examination, we observe that for
some patches, reviewers provided a vote consistent with
prior reviewers and changed their votes based on the
review discussion. We provide examples for such two
practices below.
Providing Consistent Votes. In the review ID 1411,
we observe that although a reviewer has a concern,
that reviewer still provides a positive vote based on
the vote of prior reviewers: “...It would be nice to fix ...,
but that is not urgent for the release. Given that (the prior
reviewer) already +1’d this patch as well, I will +2 it”.6 We
also observe that reviewers provide a negative vote to
support the concerns of prior reviewers. For example, in
the review ID 1257, the first reviewer raises a concern.
Then, the second reviewer provides a negative vote
to support the concern of the first reviewers: “Backing
up (the first reviewer)’s comment on.....”.7 These examples
provide evidence that in addition to the technical merits
of a patch, the feedback of prior reviewers influence the
evaluation decision of subsequent reviewers.
Changing Votes. In the review ID 344949, we observe that one of the reviewers turns his positive vote
to a negative vote after the other co-reviewer raises a
concern: “...Code-Review-1. (the co-reviewer)’s right”.8 The
6. https://review.openstack.org/#/c/1411
7. https://review.openstack.org/#/c/1257
8. https://review.openstack.org/#/c/344949
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negative vote of a reviewer can also be turned into a
positive vote based on the feedback of other reviewers.
For example, in the review ID 16888, a reviewer (R)
provides a negative vote and proposes an alternative
approach for the patch.9 Then, a co-reviewer provides
a positive vote to the patch and posts a comment that
the patch is acceptable “I think there is some value in
R’s proposal, but I don’t think it might be a blocker for
approval.” Finally, the reviewer R turns his negative vote
to a positive vote “After reading the reviews..., I agree
with the approach....”. These examples provide evidence
that the comments of other reviewers may influence the
evaluation decision of a reviewer.
2.2.2 Related Work
We now discuss other visible information that may also
affect an evaluation decision based on literature.
Feedback. While reviewers can discuss concerns and
potential defects with other team members in a review
discussion thread, such visible feedback (e.g., review
votes and comments) may affect the evaluation decision. This influence can be considered as social influence
where a popular option tends to continue receiving attention [20, 38, 51]. Prior studies in political science show
that the perception around a community’s opinion can
influence the voting decision of an individual [40, 69]. In
the code review context, Tsay et al. point out that team
members sometimes apply pressure during a review
discussion to influence the patch acceptance of a core
member [80].
Status. Intuitively, the longer the provided review
feedback, the more effective the code review is [36].
However, several studies report that not every feedback
will receive attention during the code review [9, 59, 80].
For example, Rigby et al. observe that the feedback
of outsiders (e.g., non-core members) tends to receive
less attention than that of core members during code
reviews [59]. This can be considered as a cognitive bias
in terms of social hierarchy, where an implicit or explicit
rank order of individuals or group influence others’
behaviors [14, 38]. Studies of peer reviews in academic
publications point out that the reputation of authors can
influence reviewers [27, 77]. In the code review context,
a recent study observes that the social status of a patch
author (e.g., the number of followers in GitHub projects)
is associated with the likelihood of patch acceptance [79].
Bosu et al. report that in open source projects, developers’ reputation (based on social network analysis) can
influence the evaluation decision of their patches [11].
Relationship. Since team members often interact with
each other during the code review process, they may
form these interactions into a relationship. Then, it is
possible that a reviewer may trust the contributions
(either a patch or review feedback) of team members
with whom they have a strong relationship. Such a
behavior can be considered as a type of ingroup-outgroup
9. https://review.openstack.org/#/c/16888
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behavior, where individuals create a strong motivation
to cooperate with ingroup members [38]. For example, a
study of the peer review of academic publications found
that the publications of newcomers are underrepresented
when revealing the author names [62]. Similarly, due
to the social dynamics in code reviews, the collective
evaluation of a patch acceptance can be affected by the
interpersonal compatibility of reviewers [1, 49]. In the
context of code reviews, a recent study also reports
that the relationship with the patch author is one of
the important factors for open source developers to
decide whether they will review a patch [13]. On the
other hands, studies in open source projects report that
developers with a weak relationship with other team
members like newcomers face negative impressions (e.g.,
receiving slow feedback) from reviewers [39, 68].

3

C ASE S TUDY D ESIGN

In this section, we provide an overview of our study,
the studied projects, our data preparation, and our employed statistical analysis approaches.

3.1

Study Overview

To better understand the review dynamics of modern
transparent code review processes and the impact of
such dynamics on software quality, we perform an empirical study using a two-fold analysis. Figure 1 provides
an overview of our case study design, which we briefly
describe blow.
Analysis 1: Characterizing Review Dynamics
To operationalize review dynamics, we analyze historical
data to identify signals that can relate to the evaluation
decision of each reviewer in each patch using a mixedeffects logistic regression model. In particular, for each
patch, we extract the visible information available during
its code review using eight metrics grouped along three
dimensions, i.e., feedback during reviews, status, and
relationship. Then, we examine the association between
these metrics and the likelihood that a reviewer will
provide a positive vote to a patch.
Analysis 2: The Impact of Review Dynamics on Software
Quality
Once we identify important review dynamics, i.e., significant signals of visible information metrics to an
evaluation decision, we examine whether such review
dynamics have an impact on software quality. To do
so, we formulate hypotheses based on the findings of
Analysis 1 and develop corresponding metrics for each
of our hypotheses. Then, we analyze defect models to
examine the association between our review dynamics
metrics and the likelihood that a patch will be defective.

4

3.2

Studied Projects

To understand the review dynamics of the modern code
review process, we perform an empirical study on large
open source projects that actively use code reviews.
To select the studied projects, we start with the open
source projects that are listed in the work of Bosu and
Carver [11]. Then, we check for the accessibility of the
data of the code review tool and the VCS of these
projects. For example, the ITK/VTK project was not
included in our study because its REST API access is
no longer provided.
We obtain OpenStack, Qt, LibreOffice, and Chromium.
These four projects have a large number of reviews
recorded in the Gerrit code review tool (see Table 1).
However, we observe that a large proportion of LibreOffice reviews have only one reviewer. Since we want to
investigate the review dynamics and interactions among
reviewers during a code review, we exclude LibreOffice
out from our study. Similarly, we observe that Chromium
reviewers rarely use a negative vote for both merged
and abandoned patches (see Table 1 in the #Patches with
+vote/-vote column). Since our Analysis 1 investigates
the signals that can relate to the evaluation decision
(i.e., providing a positive or negative vote), we exclude
Chromium from our study. Therefore, in this paper, we
perform an empirical study on the OpenStack and Qt
projects.
The OpenStack project is managed by the OpenStack
Foundation with code contributions from well-known
companies (e.g., IBM, EMC, Cisco).10 Qt was mainly
developed by the Qt company. Currently, the Qt project
is led by the Nokia and Digia corporation, nevertheless,
code contributions from the community are also welcomed.11
3.3

Data Preparation

Below, we describe the data extraction and cleaning
approaches.
Data Extraction. We collect the review data from
the Gerrit tool of the OpenStack12 and Qt13 projects
using the REST API. Our review datasets include review
ID, patch information (e.g., patch description, modified
files), revisions, review discussion threads, and the involved personnel that are recorded in the tool. Then, we
measure the overall review activities which are described
in Table 2.
We also extract the score of each vote and its timestamps for our Analysis 1. To do so, we use a set of
regular expressions to extract the votes from the review
messages in the discussion threads. The timestamps
when the corresponding message was posted is considered as the time when the vote was provided. We can
rely on this approach since Gerrit automatically records
10.
11.
12.
13.

https://www.openstack.org/
https://www.qt.io/developers/
https://review.opendev.org/
https://codereview.qt-project.org/
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Analysis 1: Characterizing Review Dynamics
(Studying the reviewer data)

Review
Data

Data
Preparation

Analysis 2: Impact of Review Dynamics on Software Quality
(Studying the patch data)

The association
between visible
information and an
evaluation decision

Data
Extraction

Review Dynamics
Measurement

Defect
Data

Statistical
Analysis

Statistical
Analysis

The association
between review
dynamics and
software quality

Fig. 1: An overview of the design of our case study.
TABLE 1: An overview of the review datasets.

OpenStack
Qt
LibreOffice
Chromium

Period

#Patches

#Reviewers

#Reviewers/Patch

11/2011-07/2019
09/2013-07/2019
07/2012 - 06/2019
01/2018-04/2019

57,782
25,968
40,171
76,927

3,662
694
243
1,834

Avg=6 (min=1, max=43)
Avg=2 (min=1, max=18)
Avg=1 (min=1, max=8)
Avg=2 (min=1, max=19)

the history (e.g., a vote score and patch revision) in the
discussion threads.14 The first line of a review message
will contain the vote score following specific patterns
(e.g., ‘Patchset 1: Code-Review +1’) when a reviewer
provides a vote. We also manually validate the extraction
results.
For the code datasets, we use PyDriller, a Python
framework [65], to collect code commits from the Git
VCSs of the studied projects and extract code characteristics which are described in Table 2. Then, we use the SZZ
algorithm [64] to identify fix-inducing commits. To do so,
we identify fixing commits using keyword search (e.g.,
fix, bug, and defect). Then, we use the implementation
of Pydriller to identify a set of the commits that recently
modified the same lines in the files that are included in
the commit of interest.15 Finally, those recent commits
that made changes to the same lines prior to the commit
of interest are identified as fix-inducing commits.
Once we collect the review and code datasets, we link
the data using the review ID. Review ID is a unique identifier that follows the Project∼Branch∼Change-ID
format, where Project is the name of the VCS repository, Branch is the destination branch into which the
patch will be merged, and Change-ID is a 41-digits
hash value. According to the contribution guideline of
the studied projects,16 the Change-ID is automatically
generated and inserted into the commit message when
the proposed patch is merged into the main VCS. Hence,
we use a regular expression to extract the Change-ID
in the commit message. Then, we use the extracted
Change-ID of a commit and its corresponding VCS
repository and branch to link between the code commits
and the reviews in our datasets. Note that in this work,
we study only commits that are merged into the main
branch.
14. https://gerrit-review.googlesource.com/Documentation/
user-review-ui.html#history
15. https://pydriller.readthedocs.io/en/latest/reference.html#
pydriller.git repository.GitRepository.get commits last modified
lines
16. https://docs.openstack.org/infra/manual/developers.html

#Patches w/
>1 Reviewers
57,288 (99%)
15,765 (60%)
3,639 (9%)
33,221 (43%)

#Patches w/
+Vote/-Vote
50,374/32,074
24,361/3,626
16,248/2,490
76,756/289

#Commits
(%FixInducing)
35,885(49%)
18,887(25%)
-

Data Cleaning. To accurately understand review dynamics, we clean the studied review datasets by merging
duplicate accounts due to email aliases [9]. To do so,
we search for a pair of accounts that share the same
substring of the name or the email name (excluding the
email domain). We then manually verify each pair of potential duplicates. In addition, we remove the messages
that are posted by automated tools in a review discussion thread [76]. To do so, we study the documentation
of the studied projects17 to identify the automated tools
that are integrated with the code review tools.
Table 1 provides a summary of the review and code
datasets that will be used in this study. The number of
patches column indicates the number of patches that are
marked as merged or abandoned. We only consider the
proposed patches that were submitted after November
2011 for OpenStack and September 2013 for Qt since
prior work pointed out that the earlier period may be
the initial adoption period of code reviews in those
projects [43].
3.4

Statistical Analysis

To statistically analyze the data, we use a regression
model to fit our data while controlling for several confounding factors. Similar to prior studies [10, 36, 79, 81],
our main goal of using regression models is not for
prediction, but to understand the associations between
the metrics of interest and the likelihood that is estimated
by the regression models [70].
Confounding factors. Table 2 briefly describes the 22
metrics that we used as confounding factors. For both
Analysis 1 and Analysis 2, we use 15 code metrics as
confounding factors in terms of patch characteristics.
These code metrics are commonly known to have an association with defect-proneness [10, 18, 30, 34, 43, 55, 73].
We also consider the description length of a patch as a
confounding factor since our prior work finds that the
17. https://docs.openstack.org/infra/manual/developers.html and
https://wiki.qt.io/CI Overview
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TABLE 2: An overview of confounding factors.
Patch characteristics
Metric
#Added lines
#Deleted lines
LOC
Average Complexity
#Files
#Directories
Is bug fixing
Entropy
#Developers
#Prior patches
#Prior fixes
Age
Is the patch author major author
Is the patch author major reviewer
Patch description length
Reviewer Characteristics
Metric
Review involvement
Reviewer authoring experience
Reviewer reviewing experience
Reviewing activities
Metric
#Reviewers
#Reviewing comments
%Positive votes
Reviewing time

Description
The number of lines that were added by the studied patch.
The number of lines that were deleted by the studied patch.
The number of lines of code in the files before the change by the studied patch.
The average Cyclomatic Complexity of the files that were impacted by the studied patch.
The number of files that were impacted by the studied patch.
The number of directories that were impacted by the studied patch.
Whether or not the studied patch is for fixing bugs.
The dispersion of modified lines across files [30].
The number of developers who made prior patches that impact the same modified files as the studied
patch.
The number of prior patches that impact the same modified files as the studied patch.
The number of prior patches that are for bug fixing and that impact the same modified files as the
studied patch.
The average of the time intervals between the last patch that was made to each modified file and
the studied patch.
Whether the authoring-specific ownership of the patch author is greater than 0.05, where the
authoring-specific ownership is the proportion of prior patches that are made by the patch author,
and that impacted the same modified files of the studied patch [10].
Whether or not the review-specific ownership of the patch author is greater than 0.05, where the
review-specific ownership is the proportion of prior patches that are reviewed by the patch author,
and that impacted the same files as the modified files of the studied patch [73].
Word count of the commit message that the patch author used to describe the studied patch [74].
Description
The proportion of comments that the reviewer under study provides to the studied patch before the
reviewer under study provides a vote [73, 74].
The proportion of prior patches that are made by the reviewer, and that impacted at least one of the
modified files of the studied patch [10].
The proportion of prior patches that are reviewed by the reviewer under study, and that impacted
at least one of the modified files of the studied patch [73].
Description
The total number of reviewers who provided a vote for the studied patch [72].
The total number of comments of reviewers [44, 72, 74].
The proportion of reviewers who provided a positive vote for the studied patch [72, 74].
The length of time between the patch submission to the code review tool and the final evaluation
outcome [72, 74].

description length is associated with the participation of
reviewers [74].
In addition, in Analysis 1, we also consider the past
involvement and experience of reviewers. This is because
prior work shows that the review quality can be associated with the reviewer experience [36, 57, 73]. We use
three metrics to measure the characteristics of a reviewer
(see Table 2).
Since overall reviewing activities also can have an
impact on software quality [5, 36, 45, 72], we also use
four code review metrics as confounding factors for
Analysis 2 (see Table 2). These code review metrics
measure the reviewing activities that occur during the
review until the evaluation decision was made.
Our statistical analysis approach consists of four main
steps, which we describe in detail below.
3.4.1

Correlation Analysis

A high correlation among metrics may lead a regression
model to produce spurious associations between the
metrics and the estimated likelihood [29, 70]. Hence,
we use Spearman rank correlation (ρ) to assess the
correlation between each pair of metrics. For each pair
of metrics with a correlation |ρ| larger than 0.7, we

remove one metric from our study. To systematically
and consistently select metrics for our study, we use the
AutoSpearman function in the Rnalytica R package
to find the metric that has the most unique signal, i.e.,
having the least correlation with other metrics in the
dataset, without considering the response variable [33].
3.4.2

Fitting Statistical Models

We now describe our approach of fitting the regression
models for Analysis 1 and 2 (see Figure 1).
Review Dynamics Models. In our Analysis 1, we
analyze the association between the visible information
about a patch under review and the evaluation decision of a reviewer (i.e., whether a reviewer provides a
positive vote to accept a patch). Since the evaluation
decision of each reviewer is dependent on the actual
patch, we use a mixed-effects logistic regression model
to account for variance in the multilevel data (i.e., the
reviewer evaluation decision and the patch data) [67].
We use the glmer function in the lme4 R package with
the option of family=‘binomial’ to fit mixed-effects
logistic regression models to our data.
Defect Models. In our Analysis 2, we analyze how
review dynamics in a patch are associated with defect-

A SUBMISSION TO IEEE TRANSACTIONS ON SOFTWARE ENGINEERING

7

Observed feedback
Null model
(y ~ 1)
Log-likelihood
Ratio Test

Overall

LR χ 2

Comments

Vote +1 &
3 comments

Vote -1 &
Comments

Vote +1

B

C

D

Full model
Log-likelihood
Ratio Test

ΔLR χ 2
for the metrics of
interest

Model w/o
the metrics of
interest

A

Review
discussion thread

Fig. 3: An example of prior visible feedback that are used
to compute metrics.

Fig. 2: An overview of log-likelihood ratio (LR) tests.
proneness. To do, we use a simple logistic regression model to fit our data. We use the glm function in the stats R package with the option of
family=‘binomial’.
3.4.3

Assessing the Fit

To assess the goodness of fit, we use a log-likelihood
ratio test [31] and the Area Under the receiver operating
characteristic Curve (AUC) [28].
Log-likelihood ratio tests. We use a log-likelihood
ratio (LR) test to evaluate how well our regression
models fit to the data using the studied metrics. Figure
2 provides an overview of our LR tests.
1) Overall LRχ2 indicates the overall goodness of fit for
the model that uses all metrics (called a full model).
To estimate the overall LRχ2 , we compare our full
model against the null model (i.e., a model that fits
the data without metrics except an intercept).
2) ∆ LRχ2 indicates the goodness of fit for the metrics
of interest in the model. To estimate the ∆ LRχ2 , we
compare the full model against the model that fits
the data without using the metrics of interest.
The larger the overall LRχ2 (or ∆LRχ2 ) value is, the
better the fit of our model based on all metrics (or a
particular set of metrics).
AUC. We use AUC to evaluate how well a model can
discriminate between two potential responses. We use
the auc function in the pROC R package to measure the
AUC for our models. An AUC value of 1 indicates the
best discriminant ability of the model, while an AUC
value of 0.5 indicates that the discriminant ability of the
model is no better than random guessing.
Validating the models. We use the bootstrap validation technique [21] to estimate the optimism of AUC. As
suggested by prior work [71], the bootstrap validation
technique tends to yield less bias than the traditional
k-fold cross validation techniques for logistic regression
models. To estimate the AUC optimism, we first generate
a bootstrap sample, i.e., a sample with replacement of
the studied dataset. Then, we build a model using the
bootstrap sample (i.e., a bootstrap model). Finally, the
AUC optimism is the difference in AUC between the
bootstrap model when applied to the original dataset
and the bootstrap sample. We repeat this process 100
times and compute the average AUC optimism. The

small AUC optimism indicates that the performance
estimates of our models using the original data are
reliable.
3.4.4

Analyzing Associations

We use Wald statistics to estimate the explanatory power
of each metric that contributes to the fit of the regression
model. To do so, we use the Anova function in the car R
package with the option of test.statistic=‘Chisq’
to estimate the explanatory power (Wald χ2 ) and its
statistical significance (p-value). The larger the Wald
χ2 value is, the larger the explanatory power that a
particular metric contributes to the model. In addition,
we examine the direction of the association by observing
the regression coefficients of the regression model.

4

P RELIMINARY A NALYSIS

In Section 2.2.1, we observe that for some patches, reviewers provided a vote consistent with prior reviewers
and changed their votes based on the review discussion.
This observation provides evidence that feedback of
other prior reviewers influences the evaluation decision
of a reviewer. Therefore, we perform a preliminary analysis to examine whether such practices are associated
with defect-proneness.
Approach. We first measure the proportion of reviewers who provide a positive vote consistent with prior
reviewers and the proportion of reviewers who change
their vote on the same patch revision. For our calculation, we assume that reviewers may observe all the
visible information when making an evaluation decision.
For example, in Figure 3, reviewer D may observe the
visible information, i.e., the prior feedback of reviewers
A, B, and C; and provide a vote consistent with a prior
reviewer (i.e., reviewer B). Therefore, the proportion of
reviewers who provide a consistent positive vote for
this review is 31 . In this analysis, we did not measure
the proportion of reviewers who provide a consistent
negative vote, since in Section 2.2.1, we observe that
reviewers provide a positive vote consistent with the
prior reviewers.
Unlike the proportion of positive votes in the overall
review activities (see Table 2) which measures the consensus at the time when the patch was accepted, the
proportion of reviewers who provided a vote consistent
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TABLE 3: Statistics of defect models with the observed
review dynamics. The larger the Wald χ2 value of a metric is, the larger the explanatory power of this particular
metric in the model.
#TRUE/FALSE Instances
Overall LRχ2
AUC
Review Dynamics
%Consistent with prior positive votes
%Vote changes
Reviewing Activities
%Positive votes
#Reviewing comments
Reviewing time
Patch Characteristics
#Added lines
#Deleted lines
LOC
Avg. complexity
#Directories
Is Bug Fixing
Entropy
#Prior fixes
Age
Is the patch author major author
Is the patch author major reviewer

OpenStack
17,924/17,962
6,677∗∗∗
0.74
Wald χ2
14∗∗ (+)
0◦ (-)
Wald χ2
∗∗∗
180
(-)
736∗∗∗ (+)
188∗∗∗ (-)
Wald χ2
14∗∗∗ (+)
1◦ (-)
176∗∗∗ (-)
∗∗∗
143
(-)
168∗∗∗ (+)
∗∗∗
328
(+)
309∗∗∗ (+)
561∗∗∗ (+)
130∗∗∗ (-)
100∗∗∗ (+)
0◦ (-)

Qt
4,857/14,030
∗∗∗
1,919
0.70
Wald χ2
0◦(+)
5∗ (-)
Wald χ2
167∗∗∗ (-)
147∗∗∗ (+)
8∗∗ (+)
Wald χ2
1◦ (+)
34∗∗∗ (+)
†
42∗∗∗ (-)
∗
4 (-)
8∗∗ (+)
∗∗∗
174
(+)
249∗∗∗ (+)
32∗∗∗ (-)
68∗∗∗ (+)
3◦ (+)

Stat. significance: ∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05, ◦ p ≥ 0.05
† Discarded due to the correlation analysis. #Reviewers,
#Prior patches, #Developers, #Files are also discarded due to the correlation
analysis.

with prior positive votes does not measure the proportion of the reviewers at the time when the patch was accepted. Indeed, our new metric measures the proportion
of reviewers at the time when each reviewer in a review
provided a vote. Hence, the proportion of reviewers who
provided a vote consistent with prior positive votes can
have a different value from the proportion of positive
votes. Finally, we examine the association between these
metrics and the likelihood of a patch inducing fixes
using defect models. We construct our defect models as
described in Section 3.4.
Preliminary Findings. Table 3 shows that there is a
significant positive association between the proportion
of reviewers who provide a consistent positive vote with
prior reviewers on the same patch (i.e., the proportion of
consistent positive votes) and the likelihood of inducing
fixes for OpenStack dataset. This result indicates that the
proportion of consistent votes is associated with defectproneness even when reviewing and code confounding
factors are controlled. More specifically, although we
control for overall positive votes (i.e., the proportion of
positive votes) in our defect models, the explanatory
power (Wald χ2 ) of the proportion of consistent votes
14
) for consistent positive votes of
still accounts for 7%( 180
the explanatory power that the proportion of positive
votes contributes to the OpenStack model.
Although the proportion of providing consistent votes
did not contribute a significant amount of explanatory
power to the Qt model, other visible information about a
patch under review may play a role. For example, Table
3 shows that the number of reviewing comments plays
a significant role in our defect models. It is possible that

8

the comments of prior reviewers may also influence the
evaluation decision of a reviewer. Therefore, we further
investigate the review dynamics of code reviews and
their association with defect-proneness in the following
two sections.
Summary: Despite conventional wisdom [61], our preliminary analysis shows that the visible information
in a review discussion might influence the evaluation
decision of a review. Such a practice is also associated
with defect-proneness for the OpenStack dataset. Yet,
review dynamics still remain largely unexplored.

5 A NALYSIS 1: C HARACTERIZING R EVIEW
DYNAMICS
In this section, we present the approach and the results
of our Analysis 1.
5.1

Approach

To examine the review dynamics (i.e., practices of voting
for a patch of a reviewer), we compute metrics that
capture visible information about a patch under review.
Based on literature and our manual observations (see
Section 2.2), we use eight metrics which are grouped into
(1) feedback, (2) status, and (3) relationship dimensions.
Table 4 describes our seven metrics. Note that in the
calculation of these metrics, we use only the information
(i.e., votes and comments) that occurs before the reviewer under study provides a vote. For example, given
that reviewer D in Figure 3 is the reviewer under study,
we use only votes and comments that are provided
by the prior reviewers (i.e., reviewers A, B, and C) to
compute metrics for reviewer D.
We now build models to analyze the associations
between the visible information about a patch under review and the evaluation decision of each reviewer of that
patch. In Analysis 1, we perform a study on both merged
and abandoned reviews. Since the evaluation decision
of each reviewer is dependent on the actual patch, we
use a mixed-effects logistic regression model to account
for variance in the multilevel data (i.e., the reviewer
evaluation decision and the patch data) [67]. We use our
metrics that capture the visible information about a patch
under review and confounding factors as fixed effects
while the unique reviewer ID is represented as a random
effect. Since we analyze the activities during a code
review, we use only the patch characteristics described
in Table 2 as confounding factors. We set the response
variable in our models as TRUE if the reviewer under
study provides a positive vote to a patch, and FALSE
otherwise. The formula used in our mixed-effect models
is IsP ositiveV ote ∼ x1 + x2 + .....xn + (1|ReviewerId),
where x1 , ..., xn are the fixed effects (i.e., our studied
18. The core members are identified based on the project documentation, i.e., https://wiki.openstack.org/wiki/Project Resources
and https://wiki.qt.io/Maintainers.
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TABLE 4: An overview of our proposed metrics to capture visible information about a patch under review. Note
that we only use the information (e.g., votes and comments) that is available before a reviewer under study provides
a vote.
Metric
Description
Feedback dimension captures feedback of prior reviewers before the reviewer under study provides a vote.
%Prior positive votes
The proportion of positive votes provided by prior reviewers.
%Prior negative votes
The proportion of negative votes provided by prior reviewers.
%Prior comments
The proportion of prior reviewer comments that were posted by prior reviewers
for the recent patch revision relative to the comments for all the patch revisions.
Status dimension captures reviewing activities of core members before the reviewer under study provides a vote.
%Prior positive vote from core reviewers
The proportion of positive votes provided by documented core members.18
Is the patch author a core member
TRUE if the patch author is a documented core member.11
Connection dimension captures the historical cooperation in the past of the reviewer under study with the patch author, and with prior
co-reviewers of the same patch.
%Reviewed patches for the patch author
The proportion between the number of prior patches that the reviewer under
study has reviewed for the patch author and the number of prior patches
reviewed by the reviewer under study.
Avg. co-working frequency with prior positive coreviewers
Avg. agreement level with prior positive co-reviewers

An average of the number of prior patches that the reviewer under study had
co-reviewed with each prior positive co-reviewer normalized by the number of
prior patches reviewed by the reviewer under study.
An average of the number of prior patches in which the reviewer under study
and each prior positive co-reviewer had provided a consistent vote normalized
by the number of prior patches reviewed by the reviewer under study.

metrics and confounding factors). Since reviewers can
provide a vote to a patch several times, we focus only
on their latest vote. Finally, we build and analyze our
mixed-effects models (see Section 3.4).
5.2

Results

Table 5 shows that our mixed-effects models achieve
an AUC of 0.80 and 0.76 and a statistically significant
overall LRχ2 improvement over a null model for both
the OpenStack and Qt datasets. Our models also achieve
a very small AUC optimism value, indicating that our
models achieve a good and stable fit to the data.
Visible information about a patch under review has a
stronger association with the evaluation decision than
patch characteristics. Table 5 shows that 9 out of the
11 metrics that capture the visible information about a
patch under review contribute a significant amount of
explanatory power to our models. Moreover, Table 5
shows that the ∆LRχ2 values for our studied metrics
account for 63% and 50% of the overall LRχ2 in the
OpenStack and Qt models, respectively. On the other
hand, the ∆LRχ2 values of the patch characteristics only
account for 15% and 26% of the overall LRχ2 . This result
indicates that our proposed metrics that capture the visible information about a patch under review are highly
associated with the evaluation decision of a reviewer in
our models. This result suggests that despite the patch
characteristics for which a reviewer should be concerned,
the evaluation decision of a reviewer tends to be more
related to the visible information in a code review tool.
The relationship with the patch author is highly
associated with the evaluation decision of a reviewer.
Table 5 shows that there is a significant positive association between the proportion of reviewed patches
for the patch author and the likelihood of providing a
positive vote by a reviewer. In particular, the proportion

of reviewed patches for the patch author contributes
a relatively large amount of explanatory power which
107
2022
accounts for 19% ( 10713
) and 16% ( 690
) of the overall
2
LRχ in the OpenStack and Qt models, respectively.
This result indicates that the more prior patches that the
reviewer under study had reviewed for the patch author
in the past, the more likely that the reviewer will provide
a positive vote to the patch under review.
The proportion of prior positive votes is significantly
associated with the evaluation decision of a reviewer.
Table 5 shows that the explanatory power of the pro1658
portion of prior positive votes accounts for 15% ( 10713
)
12
2
and 2% ( 690 ) of the overall LRχ in the OpenStack and
Qt models, respectively. Furthermore, the proportion of
prior positive votes has a positive association with the
the likelihood of providing a positive vote by a reviewer,
indicating that the more co-reviewers who provided
positive votes before the reviewer under study provides
a vote, the more likely that the reviewer under study
will provide a positive vote to the patch under review.
Similarly, the proportion of prior negative votes contributes a significant amount of explanatory power to
the Qt model. The negative association indicates that
the reviewer under study is more likely to provide
a negative vote when more co-reviewers provided a
negative vote.
The proportion of prior reviewer comments is significantly associated with the evaluation decision of
a reviewer. Table 5 shows that the proportion of prior
reviewer comments contributes a relatively large amount
of explanatory power to the OpenStack and Qt models.
Table 5 also shows that the proportion of prior reviewer
comments has a negative association with the likelihood
of providing a positive vote by a reviewer. This result
indicates that the more comments that were provided
by co-reviewers to the recent patch revision before the
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TABLE 5: Statistics of mixed-effects models. The goodness of fit for the metrics of interest (∆LRχ2 ) is shown in a
proportion to the Overall LRχ2 .
Response Variable (#TRUE/FALSE)
Overall LRχ2
AUC (|Optimsm|)
Variance of Random effect
Intercept
(Dimension) Visible information about a patch under review
(Feedback) %Positive votes
(Feedback) %Negative votes
(Feedback) %Prior comments
(Status) %Prior positive votes of core developers
(Status) Is the patch author a core member
(Relationship) %Reviewed patches for the patch author
(Relationship) Avg. co-working frequency with prior positive co-reviewers
(Relationship) Avg. agreement level with prior positive co-reviewers
Patch Characteristics
#Added Lines
#Modified Directories
Entropy
Is the patch author major author
Is the patch author major reviewer
Patch description length

χ2
∆LRχ2
χ2
χ2
χ2
χ2
χ2
χ2
χ2
χ2
∆LRχ2
χ2
χ2
χ2
χ2
χ2
χ2

OpenStack
198,314/61,275
10,713∗∗∗
0.8(0.005)
1.07
2765∗∗∗
6,800∗∗∗ (63%)
1,658∗∗∗ (+)
†
473∗∗∗ (-)
121∗∗∗ (+)
609∗∗∗ (+)
2,022∗∗∗ (+)
†
†
654∗∗∗ (15%)
53∗∗∗ (-)
†
750∗∗∗ (-)
260∗∗∗ (+)
146∗∗∗ (+)
448∗∗∗ (-)

Qt
36,867/4,394
690∗∗∗
0.76(0.011)
0.75
918∗∗∗
345∗∗∗ (50%)
12∗∗∗ (+)
59∗∗∗ (-)
32∗∗∗ (-)
0◦ (+)
0◦ (+)
107∗∗∗ (+)
†
†
180 ∗∗∗ (26%)
4◦ (-)
2◦ (-)
90∗∗∗ (-)
53∗∗∗ (+)
8 ∗∗ (+)
19∗∗∗ (-)

Statistical significance: ∗∗∗ p < 0.001, ∗∗ p < 0.01, ∗ p < 0.05, ◦ p ≥ 0.05.
† Variables were removed due to the correlation analysis.

reviewer under study provides a vote, the less likely that
the reviewer will provide a positive vote to the patch
under review.
In the OpenStack dataset, the core member status also
contributes explanatory power to the evaluation decision
of a reviewer. Table 5 shows that the proportion of prior
positive vote from core members and the core member
status of the patch author contribute a significant amount
of explanatory power to the OpenStack models. This result suggests that in OpenStack, the evaluation decision
of a reviewer may also relate to the core member status
of prior reviewers and the patch author.
5.3 Review Dynamics and Reviewer Characteristics
Although we find that our metrics that capture the
visible information about a patch under review have a
significant association with the evaluation decision of
a reviewer, such an association may not apply to all
reviewers. For example, expert reviewers may be more
able to identify a hidden problem in a patch than novice
reviewers [36, 57, 73]. Hence, we further investigate
whether reviewer characteristics influence the associations between our metrics that capture visible information about a patch under review and the evaluation
decision of a reviewer.
Similar to prior work [79], we add an interaction
term between the metrics of interest (i.e., the proportion
of prior positive votes, prior reviewer comments, and
reviewed patches for the patch author) and reviewer
characteristics into our mixed-effects models. We use
three metrics that we use to measure reviewer characteristics (see Table 2). We then refit and analyze our mixedeffects logistic regression models.
We find that the overall LRχ2 values of our new
mixed-effects models that include reviewer charac-

teristics and their interaction terms decrease by 6%
( (10021−10713)
for OpenStack) and increase by 13%
10713
(784−690)
( 690
for Qt) from the original models in Table
5. However, the AUC values remain the same as the
original mixed-effects models. These results indicate reviewer characteristics have a relatively small impact on
the association between the visible information about
a patch under review and the evaluation decision of a
reviewer.
Summary: Visible information about a patch under
review has a significant association with the evaluation
decision. The proportion of prior positive votes, prior
reviewer comments, and the proportion of reviewed
patches for the patch author share a significant association with the evaluation decision of a reviewer.

6 A NALYSIS 2: I MPACT OF
ICS ON S OFTWARE Q UALITY

R EVIEW DYNAM -

The results of Analysis 1 show that our metrics that
capture the visible information about a patch under
review (i.e., feedback and relationship with the patch
author) are highly associated with the evaluation decision of a reviewer. For example, we find that the more
co-reviewers who provided positive votes before the
reviewer under study provides a vote, the more likely
that the reviewer under study will provide a positive
vote to the patch under review. Yet, little is known about
the risk that such review dynamics (i.e., a practice of
providing an evaluation decision by a reviewer in a code
review) can have on software quality. Hence, we set
out to investigate the relationship between the review
dynamics and defect-proneness.
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TABLE 6: An overview of metrics for measuring review dynamics in a patch.
Findings from Analysis 1
Higher %prior positive votes → More
likely to provide a positive vote
Higher %prior negative votes → Less
likely to provide a positive vote
Lower %prior reviewer comments →
More likely to provide a positive vote
Higher %prior positive votes of core
developers → More likely to provide a
positive vote
The patch author is a core member →
More likely to provide a positive vote
Higher %reviewed patches for the patch
author → More likely to provide a positive vote

Metrics
%Consistent with prior positive votes
%Inconsistent with prior
negative votes
%Consistent with prior reviewer comments
%consistent with core positive voters

Description
The proportion of reviewers who provided a positive vote
there is at least one prior positive vote.
The proportion of reviewers who provided a positive vote
there is at least one prior negative vote.
The proportion of reviewers who provided a positive vote
there is no prior reviewer comments.
The proportion of reviewers who provided a positive vote
there is at least one prior positive vote by a core member.

%positive votes for the core
member
%Strong relationship with
the patch author

The proportion of reviewers who provided a positive vote when
the patch author is a documented core member.
The proportion of reviewers who provided a positive vote and
have a strong relationship with the patch author (i.e., %reviewed
patches for the patch author is above the 80th percentile).

when
when
when
when

TABLE 7: Statistics of defect models. The goodness of fit for the metrics of interest (∆LRχ2 ) is shown in a proportion
to the Overall LRχ2 .
#TRUE/FALSE Instances
AUC (|Optimsm|)
Overall LRχ2
Review dynamics metrics
%Consistent with prior positive votes
%Inconsistent with prior negative votes
%Following other comments
%Consistent with core positive voters
%Positive votes for the core member
%Strong relationship with patch author
Reviewing Activities
Patch Characteristics
Statistical significance:

6.1

∗∗∗

p < 0.001,

∗∗

Qt
4,857/14,030
0.7 (0.0002)
1,853∗∗∗
17∗ (1%)
1◦ (-)
3◦ (-)
†
4∗ (+)
2 ◦ (+)
0◦ (-)
576∗∗∗ (30%)
1,017∗∗∗ (53%)

p < 0.01, ∗ p < 0.05, ◦ p ≥ 0.05

Approach

Based on the results of Analysis 1, we define six metrics
for measuring review dynamics. Table 6 describes our
six metrics. We hypothesize that the higher the metric
value, the more likely that a patch will be defective.
To test our hypotheses, we analyze defect models that
control for confounding factors. We build a simple logistic regression models to estimate the likelihood of a
patch inducing fixes. Note that we only studied merged
patches in Analysis 2 since we link the patches to the
commits in VCS in order to identify fix-inducing patches.
The review and patch characteristics described in Table
2 are used as confounding factors in our models. The
response variable is assigned as TRUE if a patch induces
future fixes, and FALSE otherwise. Finally, we build and
analyze our defect models as described in Section 3.4.
6.2

∆LRχ2
χ2
χ2
χ2
χ2
χ2
χ2
∆LRχ2
∆LRχ2

OpenStack
17,924/17,962
0.75 (0.001)
6,887∗∗∗
∗∗∗
225
(3%)
22∗∗∗ (+)
2◦ (+)
0◦ (-)
40∗∗∗ (-)
158∗∗∗ (-)
14∗∗∗ (+)
1,383∗∗∗ (15%)
3,161∗∗∗ (46%)

Results

Table 7 shows that our defect models achieve an AUC
of 0.75 and 0.70 and a significant overall LRχ2 improvement over a null model. These results indicate that our
defect models perform better than random guessing.
Table 7 shows that our models yield very small AUC
optimism, indicating that our models are stable enough
for interpretation.
Although our review dynamics metrics are significantly associated with defect-proneness even after

controlling for several confounding factors, the explanatory power of our review dynamics metrics are
relatively small. Table 7 shows that our review dynamic
metrics have a significant association with the likelihood
of a patch inducing fixes (i.e., the p-value of ∆LRχ2
< 0.05). However, we observe that the review dynamics
metrics did not contribute a strong explanatory power
as the review and patch characteristics do. The ∆LRχ2
values of the review dynamics metrics account for 3%
and 1% of the overall LRχ2 of the OpenStack and Qt
models, respectively.
We also check the proportion of patches that induced
fixes for a high proportion of consistent with prior positive votes (i.e., greater 80th percentile) for the OpenStack
dataset. Then, we compare this proportion with the
proportion of patches that induced fixes for a low proportion of consistent with prior positive votes (i.e., below
20th percentile). We find that there is little difference of
the proportion of patches that induced fixes, i.e., 50%
for the high metric value and 49% for the low metric
value. These results suggest that despite the association
between visible information about a patch under review
and the evaluation decision, such associations have little
impact on software quality.
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Summary: Despite the associations between visible
information about a patch under review and the evaluation decision, the associations between the review
dynamics metrics and the likelihood of inducing fixes
are not as strong as those of confounding factors.

7

D ISCUSSION

We now discuss broader implications of our results
with regard to our three dimensions about the visible
information about a patch under review in a code review.
7.1

Feedback

Our results provide empirical evidence that reviewers
tend to adhere to community opinions when evaluating
a new proposed patch. In particular, the results of our
Analysis 1 show that a reviewer is more likely to provide
a positive vote if the patch has received many prior
positive votes. We also find that the proportion of prior
reviewer comments shares a significant relationship with
the likelihood of providing a positive vote of a reviewer.
These results suggest that feedback (i.e., votes and comments) of prior reviewers tends to affect an evaluation
decision of a reviewer. The code review guidelines of
the studied projects suggest the reviewers to focus on
the technical content.19 Hence, hiding the review discussion and feedback for reviewers before the reviewers
provide the first feedback to the patch may allow them
to focus more on the technical content of the patch. This
recommended practice is also consistent with the code
review practice in the traditional code inspection where
reviewers are required to independently study the code
changes before starting the review meeting [22].
Nevertheless, prior work shows that collaborative
code reviews bring many benefits to software projects [4,
13, 42]. Studies in social science also argue that the
social processes underlying the peer review process can
increase the effectiveness of reviews [8, 47]. Our results
of Analysis 2 also show the review dynamics have a relatively small impact on the software quality. Therefore,
we believe that configuring the code review tool to be
open and transparent should maximize the benefits of
performing code reviews.
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patches, while some reviewers may focus on patches of
newcomers [13].
7.3

Relationship

Our Analysis 1 shows that the proportion of reviewed
patches for the patch author shares a significant association with its evaluation decision (see Table 5). Similarly,
prior work finds that the historical cooperation of a
reviewer with the patch author often affects the decision
of whether to accept a review request [13]. These results
suggest that the relationship of a reviewer with the patch
author can effect the evaluation decision of the reviewer.
In addition, our Analysis 2 shows that the relationship
metrics are associated with the likelihood of a patch
inducing fixes in OpenStack (see Table 7). Based on
our findings, it is recommended that a reviewer should
lessen the importance of patches from the patch authors
who have a strong relationship with the reviewer. Hiding
the patch author name before the reviewer provides the
first feedback might allow the reviewers to focus on
the technical content. Nevertheless, the hiding of the
reviewer name may hinder many of the collaborative
aspects of the review process [13]. Hence additional
studies are needed to further understand the impact of
hiding the reviewer name.
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T HREATS

TO

VALIDITY

While several studies report that the status of team
members has an impact on code review participation
and outcome [9, 59, 80], our Analysis 1 shows that the
core member status of the patch author and co-reviewers
share a significant association with an evaluation decision in the OpenStack dataset but not for the Qt dataset
(see Table 5). One possible explanation is that reviewers
may have their own strategies in reviewing. A survey by
Bosu et al. reports that some reviewers prefer to evaluate
patches of developers who are known to propose good

External Validity. We perform a case study on two open
source projects. Although the OpenStack and Qt projects
are commonly used as a case study of prior research [11–
13, 39, 43, 50, 74, 75, 83], the results may not generalize to
all software projects and all settings of the code review
process. However, the goal of this paper is not to build
a theory that applies to all projects, but rather to shed
light that in some projects, the visible information about
a patch under review can affect the evaluation decision
of a reviewer. Nonetheless, additional replication studies
would help to generalize our findings. To foster future
replication of our study, a replication package of our
work is available online. 1
Construct Validity. We extract a vote score from
review messages using regular expressions in order to
calculate metrics that capture visible information about
a patch under review. There might be a case where the
data extraction is inaccurate. However, the patterns for
which we search are the activity log that is automatically
generated by the Gerrit code review tool.20 Moreover, we
manually validate the extraction results to ensure that
our regular expressions accurately identify a vote score.
We use the SZZ algorithm [64] and keyword search
to identify fix-inducing patches. There might be a case
where some fix-inducing patches are unidentified or
the number of fixing-inducing patches is inflated by
the algorithm [16, 84]. An approach that improves the

19. https://docs.openstack.org/doc-contrib-guide/
docs-review-guidelines.html

20. https://gerrit-review.googlesource.com/Documentation/
intro-gerrit-walkthrough.html

7.2

Status
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accuracy of the SZZ algorithm [16, 82] may further
improve the accuracy of our results.
When we examine the relationship between review
dynamics and software quality, we focus on the review
dynamics in merged reviews. The discovered relationships may be impacted when considering review dynamics in abandoned reviews. However, to determine
whether a review induced fixes in the historical data,
we need to link the review to the associated commit in
VCS. Since the abandoned reviews in the code review
tool are not integrated into the VCS, we cannot determine whether the abandoned reviews induced fixes or
not. Hence, we can only use merged reviews when we
investigate whether the review dynamics have an impact
on software quality.
Internal Validity. Our results are derived from the
statistical models that we fitted to our data. However, the
relationship in our statistical models does not represent
the causal effects of the review dynamics on the evaluation decision and on software quality. Hence, qualitative
or experimental studies are needed in order to better
understand the reasons and effects of review dynamics.
There might be other factors that influence the evaluation decision of a reviewer. For example, prior survey
studies report that the quality of a proposed patch has an
impact on the evaluation decision of the patch [13, 35].
Yet, the quality of a patch can be defined in many
aspects, e.g., code correctness, readability, and maintainability [35]. In our study, we address this concern by
using patch characteristics that are commonly known
to share a link to the evaluation decision of the patch
and software quality as confounding factors in our models [7, 26, 32, 43, 73].
Nonetheless, it might still be possible that patches
are good at the first submission. Then, many reviewers provided positive votes which can be considered
as providing a vote consistent with the prior positive
voters. To address this concern, we use one-sided MannWhitney U tests to examine whether the proportion of
reviewers who provided a consistent vote with prior
positive voters (i.e., %positive votes) of the patches
with one revision is statistically greater than that of the
patches with multiple revisions. We find that %positive
votes of the patches with one revision is not significantly
greater than that of the patches with multiple revisions.
An overfit model may exaggerate spurious relationships between explanatory and response variables.
Babyak pointed out that automated variable selection
(e.g., forward stepwise selection), pretesting of candidate
predictors by checking the univariate relation between
each variable and the response, and dichotomization
of continuous variables can pose a considerable risk
for spurious findings in models [3]. To mitigate this
concern, we follow the modeling approach of Harrell
Jr. to carefully avoid the likelihood of overfitting in our
models [29].
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C ONCLUSIONS

Code reviews processes nowadays are often performed
in a transparent environment, where various information (e.g., review comments) are visible, in order to
enhance active and timely collaboration. However, such
visible information may have an impact on code review
practices and their effectiveness. Hence, in this paper,
we first investigate the review dynamics, i.e., a practice
of providing an evaluation decision by a reviewer. To
do so, we define eight metrics that capture the visible
information about a patch under review and analyze
their associations with the likelihood that a reviewer
will provide a positive vote to accept the patch. Then,
we further investigate whether the uncovered review
dynamics are associated with defect-proneness. Through
a case study of the OpenStack and Qt projects, we find
that:
– The proportion of prior positive votes and prior
reviewer comments are highly associated with the
evaluation decision of a reviewer.
– The co-working frequency of the reviewer with the
patch author also have a positive association with
the likelihood of providing a vote to accept a patch.
– While we have controlled for several confounding
factors, the review dynamics metrics, e.g., the proportion of reviewers who provided a positive vote
and the proportion of reviewers who have a strong
relationship with the patch author, have a relatively
small association with defect-proneness.
The key contribution of this work is to highlight that
the visible information in the code review tools implicitly
influences the evaluation decision of a reviewer. Our
findings are derived from two large open source projects
(OpenStack and Qt) which actively use tool-based code
review processes. However, the goal of this paper is
not to define a wide ranging theory that holds for
every setting. We expect reviewing practices to vary
from project to project based on the social and technical
norms of the team. Nevertheless, we believe that our
findings would be still of value to teams in managing
and improving their code review processes.
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